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ABSTRACT Recent work in philosophy of technology has come to bear on the question of respon-
sibility gaps. Some authors argue that the increase in the autonomous capabilities of decision-
making systems makes it impossible to properly attribute responsibility for AI-based outcomes.
In this article we argue that one important, and often neglected, feature of recent debates on respon-
sibility gaps is how this debate maps on to old debates in responsibility theory.More specifically, we
suggest that one of the key questions that is still at issue is the significance of the reactive attitudes,
and how these ought to feature in our theorizing about responsibility. We will therefore provide a
new descriptive categorization of different perspectives with respect to responsibility gaps. Such
reflection can provide analytical clarity about what is at stake between the various interlocutors
in this debate. The main upshot of our account is the articulation of a way to frame this ‘new’
debate by drawing on the rich intellectual history of ‘old’ concepts. By regarding the question of
responsibility gaps as being concerned with questions of metaphysical priority, we see that the prob-
lem of these gaps lies not in any advanced technology, but rather in how we think about
responsibility.

1. Introduction

Recent work in philosophy of technology has come to bear on the question of responsibil-
ity gaps. Some authors argue that the increase in the autonomous capabilities of decision-
making systems makes it impossible to properly attribute responsibility for outcomes that
partly depend on AI systems in some important way.1 A prominent point of discussion is
the very existence of such a gap and whether possible solutions can or should be found in
order to close it. Some authors argue that it is impossible to identify anyone who can be
held responsible for AI-induced errors. The rationale is that, despite the fact that AI sys-
tems are developed by humans, these systems might achieve such a degree of autonomy
that responsibility cannot be reduced to human responsibility. Other authors argue that
our current practices of attributing responsibility suffice so that solutions can be found
and, consequently, there is no responsibility gap. Here we can already start to see the
metaphysical fault lines that will be the focus of this article come into view, with
researchers often talking past each other by not fully articulating their metaphysical
assumptions.

In this article we argue that one important, and often neglected, feature of recent
debates on responsibility gaps is how this debate maps on to old debates in responsibility
theory. More specifically, we suggest that one of the key questions that remains at issue in
debates on responsibility gaps is the question of metaphysical priority. In essence, then, we
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provide a descriptive argument in which we claim that much of the literature on ‘respon-
sibility gaps’ is ‘old wine in new bottles’. What we mean by this is that we aim to offer a
diagnosis of why there has not been much progress in this debate. We reveal that what is
actually at stake in this ‘new’ debate are the same stakes that are relevant in the ‘old’
debate; that is, the metaphysical priority of ‘being’ versus ‘holding’ responsible. We argue
that authors in recent years have failed to recognize the metaphysical priority and have
instead repackaged it in ways that obscure the terms of the debate. The implication of this
diagnosis is that those interested in this debate would do well to pay more attention to the
history and development of responsibility theory since Strawson, and that reflection of this
kind yields analytical clarity with regard to what is at stake among various interlocutors in
this debate, especially in light of the emerging uptake of empirical data within the AI ethics
literature.

Therefore, in Section 2, we outline one of the key issues in responsibility theory more
generally: the difference between response-independent theories and response-dependent
theories. In Section 3, we provide an overview of some of the literature concerned with
responsibility gaps. Here the goal is to show how different researchers stress different
aspects of our responsibility practices. It is here that the main point of our article can be
found, namely, that the responsibility fault line developed in Section 2 can helpfully
explain the current literature on responsibility gaps. Last, in Section 4, we stress some
connections between the different conceptions of responsibility gaps and conclude with
implications, especially in light of recent emerging empirical research demonstrating that
we tend to attribute moral responsibility to nonhuman agents.

2. The Key Fault Line in Responsibility Theory

Since Peter Strawson’s ground-breaking 1962 paper ‘Freedom and Resentment’, our the-
orizing about responsibility has not been the same. One way to think about Strawson’s
contribution to this debate is to think about the metaphysical priority of being versus holding
responsible. Before Strawson, it was common to assume that an agent’s being responsible
fixed the facts about our holding them responsible. Importantly, this assumption was
fed by the fact that the literature on moral responsibility, at the time, was closely linked
to discussions on free will. It was thought, therefore, that there were certain capacities that
an agent had to have (ability to do otherwise, for example) in order to have free will, and
that only those agents with free will could be morally responsible for their actions.
Strawson, however, argued for an interesting reversal in themetaphysical priority outlined
above: he suggested that our practices of holding one another responsible fixed the facts of
us being responsible.2 When we understand responsibility in this way, according to
Strawson, paying attention to our ‘reactive attitudes’ (such as resentment) becomes the
primary way in which we come to appropriately hold agents morally responsible. Thus,
worries about the threat of determinism or discussions regarding free will were pushed
to the side, and it became possible to reflect on and philosophize about responsibility
properly.

However, this has not meant that we have greater clarity on what it means to be a
responsible agent. Rather, what we have observed over the years is the emergence of fur-
ther fault lines in the field of responsibility theory, and there is still debate as to what the
‘proper methods and content of responsibility theory’ ought to be.3 There are still
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foundational issues at stake in this debate, issues that have to do with the basic content and
methods of the enterprise in question. Evidence for this comes from the myriad theories
that have been proposed in the last 60 years alone: varieties of retrospective moral respon-
sibility theories (appraisability, liability, attributability, answerability, accountability,
etc.),4 consequentialist theories,5 ‘ultimate’ or ‘absolute’ theories,6 quality of will
theories,7 conversational theories,8 reasons-responsive theories,9 sceptical theories,10

and the list goes on. These theories all propose different ways to construct a theory of
responsibility, and while some of them intersect, others are completely orthogonal to each
other.11 As noted by David Shoemaker in a recent article, ‘the foundations of responsibil-
ity, are, like America, riven by fault lines’.12 In his paper Shoemaker outlines a number of
‘fault lines’ in responsibility theory. For the sake of our argument, we only focus on one:
‘being’ and ‘holding’ responsible.

This fault line is primarily concerned with the role that our responsibility responses are
supposed to play in a fully fleshed-out theory of responsibility. Since Strawson, increasing
attention has been given to our interpersonal responses, but there is still some debate as to
the significance of these responses. What is fundamentally at issue in this debate is the ‘role
those [responsibility] responses are supposed to play in our theorising about responsibil-
ity’.13We are therefore concerned with the significance of our reactive attitudes in the way
we conceptualize responsibility. As noted above, Strawson was the one who placed the
reactive attitudes at the centre of our theorizing about responsibility, elevating their evi-
dentiary status.14 This fault line therefore concerns themetaphysical priority of the reactive
attitudes. There are two main views that can be taken:

1. Response dependence (holding responsible): the reactive attitudes are what consti-
tute responsibility.

2. Response independence (being responsible): the reactive attitudes are at best a pretty
good tracker (epistemic aid) as to the facts about responsibility.

Some clarifications regarding the relation between (1) and (2) are in order. It is impor-
tant to note that the real dispute between these two positions is the question of metaphys-
ical priority. Does being responsible or does holding responsible fix the facts about
responsibility? In both cases we get a handle on whatmakes agents responsible; there is just
disagreement about how we come to this determination. In the case of (1), the reactive
attitudes give us the resources to construct a theory of responsibility, and this then tells
us whether an entity is a responsible agent or not.15 As Gary Watson puts it:

Strawson’s radical claim is that these ‘reactive attitudes’ … are constitutive of
moral responsibility; to regard oneself or another as responsible just is the prone-
ness to react to them in these kinds of ways under certain conditions.16

In the case of (2), these reactive attitudes still play a role, but they are subordinate to certain
normative capacities. As Shoemaker illustrates:

if what we believe is the true theory of responsibility requires capacities for nor-
mative knowledge that those with certain cognitive disabilities do not have, then
any responsibility-responses to them will be rendered inappropriate by the facts
of responsible agency, regardless of whethermany people do continue to respond
to the cognitively disabled in a responsibility fashion.17
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To put it differently, in the case of (1): an agent A is considered responsible for an out-
come O iff people typically hold them responsible. In the case of (2), the two parts are
reversed: it is appropriate to hold an agent A responsible for O iff the agent is responsible
for O independent of our practices of holding them responsible. To further explain why
the agent is considered responsible, response-independence theorists point to A’s (in)
action being under the agent’s sufficient control and knowledge of the impact of the action
on the outcome.

It is perhapsmore intuitive to think of responsibility in response-independent terms. To
do otherwise seems to run the risk of relativism. If responsibility is all about our practices,
then how dowe know if our practices aremistaken?18 For example, if themajority of people
started holding young children morally responsible, it would be absurd to then think that
young children are in factmorally responsible. The easiest response to thismight be to sug-
gest some form of response independence: young children cannot be heldmorally respon-
sible because they lack the relevant capacities for this ascription. They are not yet fully
cognitively developed, and so cannot be expected to satisfy certain key conditions for
responsibility, whatever those might in fact be. Therefore, if you are a response-
independence theorist, the answer is relatively straightforward: themistake lies in our con-
cepts and how we deploy them. If you are a response-dependence theorist, however,
things are a bit trickier. You cannot simply appeal to a key concept like control or auton-
omy, as these concepts are not directly available to the response-dependence theorist. Of
course, such concepts feature in these theories, but their ultimate grounding is in
response-dependent terms. Similarly, it seems wrong to think that the appropriateness
of responsibility attributions should depend on a popular vote.19 The way this problem
is usually resolved is by saying that the response should also be fitting. Fittingness, as
applied to our responsibility responses, means ‘to think there is a (pro tanto) reason, of
a distinctive sort, for feeling the emotion toward it’.20

We might start to wonder, at this point, what any of this has to do with responsibility
gaps. Well, in order for us to have a clear idea of whether there is indeed such a thing as
a ‘gap’ in responsibility, it would make sense to have a good handle on what we mean
by ‘responsibility’. In the previous section the idea was to show that there are different pre-
suppositions one might have concerning responsibility, and that these would feed into the
kinds of arguments one might make as to whether an agent is responsible or not. Now,
applying this to the literature on responsibility gaps, our main point is that depending
on how one assigns the metaphysical priority in this ‘fault line’ will inevitably influence
how one conceives of responsibility gaps. For example, a response-dependence theorist
might say that empirical data can be canvassed in order to determine the rules for the
application of the concept of responsibility, while a response-independence theorist
would want some conceptual clarity beforehand.

3. Navigating the Terrain of Responsibility Gaps

3.1. What Is a Responsibility Gap?

In the previous section we outlined, in very general terms, the differences between
response-dependent and response-independent views on responsibility (‘holding’ and
‘being’ responsible). In what follows we will apply this distinction to debates on
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responsibility gaps to AI systems. Our aim here is to provide some analytic clarity to the
presuppositions of various authors in the debate, with the upside of clarifying what is at
stake in such debates, how responsibility gapsmight or might not arise, and how their risks
may be ameliorated. So, what exactly is a ‘responsibility gap’? As a rough starting point, let
us begin with the original formulation of the gap by Matthias, who explains it as follows:

it can be shown that there is an increasing class of machine actions, where the tra-
ditional ways of responsibility ascription are not compatible with our sense of jus-
tice and the moral framework of society because nobody has enough control over
the machine’s actions to be able to assume the responsibility for them. These
cases constitute what we will call the responsibility gap.21

Responsibility gaps manifest when there is a desire to hold someone responsible for an
outcome, yet standard theories of moral responsibility suggest that we cannot. In order
to hold someone responsible, standard theories generally require (most of) the following:
causality, intentionality, control, and knowledge. The complexity arises because while the
outcomes are causally related to the machine, the outcome does not seem to be reducible
to the artificial agent in any meaningful way. The concern here, then, is that AI systems
become increasingly autonomous and intelligent, and as such have the potential to act
outside of human control. According to Matthias, the autonomous nature of certain AI
systems means that it would be unfair, unjust, or inappropriate to hold the company or
any individual engineers or software developers responsible. The reason is that humans
are considered to lack the necessary control and/or knowledge, essential conditions for
moral responsibility.Moreover, the machine itself, although potentially causally responsi-
ble, is not sufficiently autonomous or agential for it to be responsible according to stan-
dard theory. Thus, we have the emergence of a ‘responsibility gap’: neither the machine
nor the humans who developed it are responsible for some outcome.

If there really is something like a technologically induced gap in responsibility, this
would be of genuine concern for the proper functioning of society. Being able to fairly
and appropriately assign responsibility, especially in cases where things have gone wrong,
is essential for building and maintaining public trust in democracies. This issue becomes
increasingly salient as we consider a future with the presence of potentially advanced and
operationally autonomous AI systems.22 To address the so-called responsibility gap, sev-
eral solutions have been proposed.We can distinguish threemain solution strategies: first,
by arguing that the traditional conditions for moral responsibility are in fact met, despite
initial appearances;23 second, by explaining away the responsibility gap because it is justi-
fied to believe that no one is responsible and that, in fact, these cases should be categorized
as accidents and our possible intuitive retributive tendencies are misguided;24 and third,
to argue for adapting the conditions of standard theories of responsibility in order to hold
someone responsible.25

In the rest of this article, we remain agnostic regarding the existence and solvability of
the responsibility gap because it is not relevant for developing our argument. We recog-
nize, however, that the responsibility gap is more than a purely empirical problem and
reject the idea that it can be solved by glass-boxing systems and identifying every connec-
tion between cause and effect. The problem of attributing moral responsibility is not
(only) an epistemic problem of causality, but an ontological problem.26

In what follows, we will look at seven authors and investigate how they understand
‘responsibility’ in ‘responsibility gap’. The idea is that by applying our outline of
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responsibility theory in Section 2, we can get a better handle on which view of moral
responsibility these different authors presuppose, and that this can help us get clear on
the real threat (if any) posed by technological systems to responsibility theory. Our
method here was to look for certain textual markers in recent, frequently cited research
papers so that we can better clarify their theoretical assumptions regarding responsibility.
While we could not go through all papers published in this arena in depth, we hope our
sample is representative enough to show that unaccounted-for metaphysical commit-
ments play an important role in this literature. Authors who use capacity-based language,
such as ‘autonomy’ or ‘control’, in order to ground moral responsibility will be placed in
the ‘being responsible’ camp. This is because such language suggests that the proper
metaphysics for responsibility theory is one that is anchored by key capacities that are
independent of social, moral, and political context. Conversely, authors who ground
responsibility in our practices and see them as dynamic and evolving will be placed in the
‘holding responsible’ camp.

The three positions we carve out are: first, those who believe there is a responsibility gap
and presuppose a response-independent view of responsibility; second, those who do not
think there is a gap and also presuppose a response-independent view of responsibility;
and third, those who do not believe in the gap, and presuppose a response-dependent view
of responsibility. In theory, a fourth position is possible, namely, those who believe there is
a responsibility gap and presuppose a response-dependent view of responsibility. How-
ever, we found no authors who subscribe to this position and there appears to be a natural
connection between response independence and the responsibility gap.

3.2. The Responsibility Gap as a Problem of ‘Being’ Responsible

Let us start by examining the first position: that of authors who argue that advanced AI
systems can lead to responsibility gaps. This view is clearly defended by Robert Sparrow
and Heather Roff.27 They argue that it is impossible to hold anyone rightfully responsible
for harm caused by self-learning systems with a high degree of autonomy. Key to their
argument is that responsibility is related to autonomy. In his well-known paper ‘Killer
Robots’, Sparrow points to a gap where the machine does not have the full competence
required for autonomy to assign moral responsibility, but sufficient competence to exon-
erate the developers and commanders of such systems from responsibility.28 Roff is along
the same lines when she distinguishes between moral autonomy and machine autonomy;
the former kind points to the principle ofmorality and the latter to the ability to act without
the direct influence of anyone. She argues that the fact that autonomous weapons systems
are not moral agents because they lack moral autonomy, and the fact that we cannot hold
the manufacturers, programmers, or military commanders responsible because of a lack
of control over the system, lead to the outcome that no one can be held responsible for
the actions of autonomous (military) systems.

The focus of both authors clearly centres on the (in)ability to assign certain properties to
nonhuman or human agents. They focus, in their argumentation on why no agent seems
to be the appropriate target of blame, on increasing autonomy inmachines and on the lack
of predictability and control of the agents involved. Significantly, this focus suggests that
both Sparrow and Roff operate with a response-independent view of responsibility, therefore
believing that ‘being’ responsible has metaphysical priority over ‘holding’ responsible.
They are not concerned with analysing responsibility responses but start from the fact that
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the ability to be responsible requires certain normative capacities. Of course, there might
be other ways to explain why these researchers hold these specific views, but our goal is to
use textual evidence to place these authors in different camps. This allows us to illustrate
how using the lens of ‘independence vs dependence’ that we have outlined will aid us in
understanding the role of our responsibility responses in the different theories.

First, when considering the possibility of holding machines accountable, they explicitly
refer to particular capabilities that are lacking. According to Sparrow, machines cannot be
responsible because the necessary conditions are (i) internal states of equivalent complex-
ity and with analogous structure to those of human beings and (ii) that machines must
have the capacity to express these in ways that will establish themoral reality of these states
and must make the same sorts of moral and empathic demands upon us as do other
(human) people.29 Likewise, Roff believes that autonomous systems lack the capacity
for autonomy (in the philosophical sense).

Second, in discussing the possibility of holding the human actors involved responsible,
they also refer to the impossibility of having certain capacities. According to them, the self-
learning nature of autonomous systems undermines the moral responsibility that can nor-
mally be attributed to humans. According to Sparrow, designers and programmers cannot
be held responsible because of the lack of predictability:

If it has sufficient autonomy that it learns from its experience and surroundings
then it may make decisions which reflect these as much, or more than, its initial
programming…At some point then, it will no longer be possible to hold the pro-
grammers/designers responsible for outcomes that they could neither control nor
predict. The connection between the programmers/designers and the results of
the system, which would ground the attribution of responsibility, is broken by
the autonomy of the system.30

In this regard, Roff mentions that software programmers are under a duty to exercise due
care in designing certain systems and may be at least partially responsible for failing to do
so. However, she argues that the argument for programmers’ responsibility cannot work
because it would have to be the case that the agent had a certain degree of knowledge that
the wrongful act would occur.31 In a similar way, Roff and Sparrow argue that it would be
unfair to hold military commanders responsible.32 The reasoning is that they are not
responsible because they cannot control the machine. Although they would still have a
general influence on the machine’s actions, their orders would no longer directly deter-
mine the machine’s actions such as selecting targets.33

In summary, when looking for an agent who can be held responsible, the authors repeat-
edly refer to the capacities and conditions of responsibility that we know from traditional
theories of responsibility (autonomy, control, predictability, knowledge). And only when
these conditions aremet will an agent be responsible and will the agent be justified in being
held responsible.

3.3. No Responsibility Gaps: Response Independence

In this section we will go through some views of researchers who are sceptical of the exis-
tence of responsibility gaps, but who nonetheless presuppose a response-independent view
of responsibility. The authors we will engage with are John Danaher, Steven Kraaijeveld,
and Johannes Himmelreich. The general theme here will be some search for a specific
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‘capacity’ to fix responsibility. Additionally, these authors think that AI systems are not
advanced enough to exhibit the purported properties, and thus there is no gap (as the spe-
cific humans have sufficient knowledge, control, etc.).

First, we will look at the work of John Danaher, who in his 2016 paper argues that we
may have what he terms a ‘retribution gap’. The retribution gap is a more specific case
of a responsibility gap. According to Danaher:

when you combine a general desire to find appropriate targets of retributive
blame, with the fact that no such targets can be found, you get a retribution gap.34

Using empirical evidence from the psychological sciences, Danaher argues that we are
‘innate retributivists’, and that increasing levels of AI in society would conflict with these
retributive tendencies. While Danaher is indeed worried about such a gap in retribution
arising, it seems as though his view does not necessarily lead to a ‘gap’ in responsibility.
This is because even if we could ‘bridge’ the responsibility gap, we would still be left with
these unfulfilled retributive tendencies.35 In this case it is tempting to think that Danaher
would presuppose a response-dependent view of moral responsibility: after all, he seems
to be claiming that the ‘gap’ arises precisely because of some kind of psychological mech-
anism, which is itself a response to some particular features of the world. However, he in
fact explains responsibility in response-independent terms. When outlining just what is
meant by ‘responsibility’, and after specifying what he means by ‘causal responsibility’,
Danaher goes on to talk about moral/legal responsibility:

which denotes the fact that the causal link between the agent and the action/
outcome is such that the agent is an appropriate subject of legal/moral blame.
This is usually determined by whether the agent has the right capacities and
whether those capacities were exercised at the relevant time.36

The first quotation above (from page 299) seems to suggest a response-dependent view
of responsibility, as it turns on psychological criteria in making a determination of who to
hold responsible. However, Danaher explicitly states in the second quotation (from page
300) that moral responsibility has to do with whether an agent has the ‘right moral
capacities’,37 and so this places him in the ‘being responsible’ camp. He is not so much
concerned with using the psychological evidence to define responsibility, but rather is
using them to track our practices; however, ultimately, this tracking only leads to a conclu-
sive determination in conjunction with an established capacity.

In a direct response to Danaher, Steven Kraaijeveld argues that there is in fact no retri-
bution gap. Kraaijeveld uses a ‘debunking’ argument to show that our retributive intui-
tions cannot be used to justify retributive blame.38 Like Danaher, Kraaijeveld is
therefore sceptical of the existence of a responsibility gap, but goes even further in
suggesting that there is no retribution gap either.What is interesting from our perspective,
however, is that in order to make this move he mentions that our intuitions about blame
are not even a good indicator with respect to who might be an eligible target for moral
blame:

should robots with high degrees of autonomy cause harm – then retribution
might be amorally appropriate response, perhaps even when there are no explicit
targets for moral blame. But our retributive intuitions about them will not point
us in the right direction.39
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What we see here, therefore, is that Kraaijeveld is still holding out on some capacity that
might settle the issue about whether an agent can be held responsible or not. We can see
this more clearly when he argues that we can exert a kind of ecological control over our
retributive intuitions.40 This kind of control is what fixes responsibility, not our intuitions
or their fittingness. Thus, he presupposes a response-independent view of responsibility,
which places metaphysical priority on ‘being’ over ‘holding’ responsible.

The last author we will explore in this section is Johannes Himmelreich. Himmelreich,
like the other authors in this section, is generally sceptical of worries regarding the exis-
tence of responsibility gaps. Using the example of a military commander and an autono-
mous weapons system, he argues that there is no responsibility gap. Right at the outset,
Himmelreich makes clear the metaphysical priority that he assumes: ‘When an agent is
responsible in this backward-looking sense of the term, then (some) others are justified
in holding her responsible’.41 For Himmelreich, therefore, the metaphysical priority rests
with being responsible, and only if an agent is responsible in this sense can we justifiably
hold her responsible. Himmelreich then argues, on the basis of the response-independent
view of responsibility, that the required capacity is a certain degree of control. The argu-
ment runs as follows: even if the commander has no control over a certain harm caused
by an autonomous weapons system, they nonetheless have control over the risk of the
harm.42 For Himmelreich, this is an important distinction, as it means that the com-
mander is still capable of being fairly held responsible. By clarifying what precisely is
meant by ‘control’, it becomes possible to see how there is no ‘gap’ in responsibility.

The aforementioned authors all think that the facts of responsibility are fixed by a cer-
tain capacity that an agent has (such as ‘control’). However, they also argue that by
amending or clarifying these conditions we can avoid the pitfalls of a responsibility
gap.43 Thus, the responsibility gap is avoided or rendered mute not by investigating our
responsibility responses, but by clarifying concepts central to responsibility. These con-
cepts would remain important even if our practices of holding one another responsible
were to change. For example, if for some inexplicable reason we started holding very
young children morally responsible, then, on a response-independent view, we would
expect this mistake to be explained by the inappropriate use of some concept, for example,
autonomy.

3.4. No Responsibility Gaps: Response Dependence

In this section we will look at researchers who we believe have a response-dependent view of
responsibility and who argue that there is no responsibility gap due to AI. Here we focus
on the work of Daniel Tigard and Mark Coeckelbergh. These authors are different to
those in Sections 3.2 and 3.3 in that they place metaphysical priority on ‘holding’ over
‘being’ responsible. An important implication of this is that these authors move away from
arguing that certain capacities fix the facts about responsibility (such as ‘control’ or ‘auton-
omy’), and instead articulate how AI might complicate (but ultimately does not under-
mine) the fittingness conditions for responsibility.

Daniel Tigard has suggested that there is no responsibility gap due to technology more
generally. He does so by arguing that our responsibility practices are dynamic and flexible,
and that responsibility is more than just accountability. In his paper he explicitly situates
his position as being informed by Strawson, and it is therefore plausible that he endorses
a response-dependent view of responsibility. For example, Tigard himself states that:
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Following Strawson’s naturalistic turn away from traditional notions of responsi-
bility, the pluralistic accounts of Watson and Shoemaker have helped us to see
that responsibility is a dynamic enterprise wherein we interact with an immense
range of individuals.44

By stressing the dynamism of our responsibility practices, Tigard moves away from the
capacities stressed as being central to responsibility by the authors discussed in Sec-
tions 3.2 and 3.3. Instead, Tigard here suggests that our practices of holding one another
responsible are what fix whether we in fact are responsible. Tigard draws on our different
responsibility responses (such as holding accountable and answerable) to illustrate how
responsibility can be cashed out in different ways, and how there is no single ‘gap’ in
responsibility. The implications of this are that when asking the question of whether or
not there is a ‘responsibility gap’, we are not so much concerned with whether AI or tech-
nology more generally has some special capacity that renders our ascriptions inappropri-
ate. Rather, we are concerned with how these technologies might come to impact and
disrupt certainmoral and social relations and influence our practice of holding one another
responsible.

The second author that we discuss in this section isMark Coeckelbergh. Coeckelbergh,
when he discusses the question of attributing responsibility attribution for AI technolo-
gies, can be classified as holding a response-dependent view of responsibility. In his arti-
cles he conceptualizes responsibility in a social and relational way and argues that what
is crucial is that we are responsible to others.45 His working account of responsibility ‘starts
from a first-person point of view and emphasizes that when it comes to the conditions for
the exercise and ascription of moral responsibility, these conditions crucially depend on
the perception and appearance of the situation, environment, and others’.46 He argues
that discussions about assigning responsibility for new technologies including AI must
also take into account the changing experiences of the user; that is, how moral patients
are affected, and the moral implications this has. In doing so, he roots the traditional con-
ditions of control and knowledge in practice and interprets it in a relational way, empha-
sizing the relation to and an engagement with the environment.

4. Looking Backwards to Go Forwards

The term ‘responsibility gaps’ was initially introduced by Andreas Matthias in 2004 and
later applied to autonomous weapons systems by Robert Sparrow in 2007. Since then,
numerous articles have been published on this topic, yet little apparent progress has been
made.47 The discussions continue to revolve around recurring inquiries: can autonomous
systems act as moral agents? Is the capacity for moral agency a prerequisite for assigning
moral responsibility? If not, what alternatives exist? In this section, we will first briefly
examine the reasons behind the apparent impasse, drawing upon our prior analysis of
how the contemporary discourse on responsibility gaps aligns with established theories
of moral responsibility, before concluding by noting how this analysis could provide
insights into potential avenues for advancing the current debate. The goal is to draw out
some common threads and salient themes that are relevant to our project, which is to show
howmuch of this talk about responsibility and AI is ‘old wine in new bottles’. Just because
this wine is old, however, does not make it irrelevant for contemporary debates on
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responsibility gaps. As we will show, this old wine is in fact doing much of the argumen-
tative work for a number of authors.

4.1. Theoretical Impasses

In our review of the existing literature, we discovered no instances of authors endorsing
the existence of responsibility gaps concerning systems with increased autonomous capa-
bilities while adhering to a response-dependent theory of moral responsibility. This com-
bination appears highly improbable, as the responsibility gap is conventionally portrayed
as a problem of (not) being responsible. Moreover, authors who presuppose some form
of response dependence are more inclined to perceive our responsibility practices as
adaptable and dynamic. Consequently, theymight not view a ‘gap’ as inherently problem-
atic but rather as a practical challenge to our approaches in addressing responsibility.

In Sections 3.2 and 3.3 we suggested that both sets of authors assume a response-
independent view of responsibility. These authors concur that for an agent to bear moral
responsibility, certain capacities, such as autonomy or control, are required. Nevertheless,
their viewpoints diverge on whether AI systems will undermine or complicate our ascriptions
of responsibility. Danaher and Kraaijeveld suggest that by amending our philosophical
concepts, we can come to see howAI complicates responsibility, whereas Sparrow and Roff
contend that it may potentially undermine our ability to be responsible. These authors
could engage in a meaningful exchange of ideas, in the sense that they both presuppose
similar conceptions of responsibility. This allows them to agree on what is at stake
concerning our responsibility practices, and how AI-based systems might come to influ-
ence these practices. However, to achieve genuine progress, it becomes imperative to
examine concrete practical cases. So far, the debate in the literature on advocating for
and against responsibility gaps has been mainly limited to two use cases, namely, autono-
mous weapons systems and autonomous vehicles. These have so far always been
discussed in general terms without specifically addressing system capabilities. However,
each AI system possesses distinct capabilities and is deployed in diverse contexts, which
may significantly impact the allocation of responsibility in practice.

While the authors in Sections 3.3 (response independence, no gap) and Section 3.4
(response dependence, no gap) might agree on the fact that there is no responsibility
gap, they do not engage with each other’s text on the wider debate of how we should deal
with these systems. In Section 3.3, Danaher, Kraaijeveld, and Himmelreich are
concernedwith the necessary and sufficient capabilities. On the other hand, in Section 3.4,
Coeckelbergh and Tigard focus more on how we should deal with these technologies; that
is, they focus on our responsibility practices. Both sets of authors attempt to solve the prob-
lem of the responsibility gap, but their solutions do not fully succeed. This is because their
approaches are shaped by differing diagnoses of the problem, which are influenced by
their distinct metaphysical commitments. As a result, there is a lack of a unified framework
or agreement on the underlying reasons for the gap, leading to solutions that fail to address
it adequately. However, an untapped opportunity exists for them to reinforce their shared
conclusion that there is no responsibility gap and to present a conclusive argument against
those who believe in its existence. For example, these authors might engage with the
work of Michael McKenna, who has argued for a ‘conversational’ account of moral
responsibility.48 McKenna’s work could offer a framework that could help integrate
their views, as it provides a potential bridge between the response-independence and
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response-dependence perspectives. While McKenna explicitly rejects that moral respon-
sibility must be solely understood by reference to ‘holding’ responsible, he simultaneously
rejects the view that holding responsible is metaphysically more basic than being morally
responsible. There is therefore potential room for response-independence and response-
dependence theorists to draw out and clarify where precisely they disagree on these ‘basic’
metaphysical questions. Hybrid theories, such asMcKenna’s, which view being and hold-
ing responsible as interdependent, might offer a useful framework for such an endeavour.

Researchers in Sections 3.2 (response independence, gap) and Section 3.4 (response
dependence, no gap) exhibit minimal engagement with each other’s work. This is not only
due to their contrasting views on the existence of a ‘gap’ in responsibility but also to their
divergent conceptions of what constitutes such a gap in the first place. In essence, there is no
consensus regarding the precise nature of the gap problem. For instance, from the per-
spective of response-independence theorists, a gap arises from AI systems possessing
capacities typically associated with human agents. On the other hand, response-
dependent theories view the gap as a matter of changes in our evaluative practices. Conse-
quently, the authors who believe that responsibility gaps exist concentrate solely on the
presence or absence of certain capabilities, disregarding our everyday practices of
assigning responsibility, while authors from Section 3.4 do not take Sparrow’s proposed
problem seriously as they believe it can be easily ‘resolved’ by adjusting our retributive
reactions. There have been many responses in recent years to the claim of responsibility
gaps, but so far any rebuttal has been lacking. It would benefit the debate if authors who
believe in the existence of responsibility gaps would (re)make their case.

4.2. Implications

This brings into sharp relief how this ‘new’ debate is played out on a much older theoret-
ical landscape. The metaphysical assumptions of the different authors we have canvassed
come to shape and constrain the argumentativemethods they deploy. By not flagging their
assumptions upfront, we seem to have reached an impasse in the debate in which both
sides continue to present arguments for or against the existence of gaps in responsibility
without discussing the merits of the issue. However, by making explicit the metaphysical
priority regarding what grounds responsibility, we can better understand how advanced
AI systems can complicate or undermine these descriptions. In addition to the aforemen-
tioned opportunities for progress we see in the responsibility gap debate (Section 4.1), we
see two important implications of making explicit and focusing on the underlying notion
of responsibility. We will discuss these in turn.

First, it could lead to a broader and more nuanced engagement with various concep-
tions of responsibility. Ever since the so-called Strawsonian reversal, our practices of hold-
ingmorally responsible, along with the reactive attitudes, have earned a significant place in
moral responsibility theory. On this view, the concept ofmoral responsibility appears to be
intimately linked to and shaped by the fact that we are social human beings existing within
a specific moral community.Wallace, many years ago now, noted that ‘it seems incredible
to suppose that there is a prior and independent realm of facts about responsibility to
which such emotions and actions should have to answer’.49 Central to Wallace’s articula-
tion of the relation between freedom and responsibility was the idea that responsibility
requires what he termed a ‘normative interpretation’.50 This, in simple terms, means that
our practices of holding one another responsible are crucial to understanding
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responsibility. Therefore, it seems time for those who believe in the existence of responsi-
bility gaps to apply this broader understanding to the debate. This might look like an
expanding research focus that includes not only discussing capacities and necessary and
sufficient conditions (such as AI’s consciousness, intelligence, or agency) but also
directing our attention to actual practices and how to handle retributive inclinations.

Second, the focus on getting clear on the metaphysical priority of responsibility is rele-
vant with regard to the emerging uptake of experimental research within the AI ethics
debate.51 We will illustrate this by focusing on a specific line of empirical research,
namely, the recent findings demonstrating that we tend to attribute responsibility to
nonhuman agents, and use it as an example. Over the past few years, a growing body of
psychological studies has demonstrated that we tend to attribute moral responsibility to
nonhuman agents, which may lead us to be willing to blame robots.52 This psychological
evidence seems to pose a problem for all authors canvassed in this article (and indeed for
all authors interested in responsibility gaps more generally). For those who believe in
responsibility gaps, such as Sparrow and Roff, a problem arises in addressing the role of
intuitive reactions in normative judgements. While they might argue that intuitive
responses play no role in normative inferences, it seems crucial to explore how these
responses might nevertheless inform or challenge their theoretical framework and the
question remains whether these intuitive responses should be integrated or rejected when
assigning responsibility. This would mean explaining how it is that although we have cer-
tain intuitive reactions, they do not play a role in our further normative judgments because
they are not an indicator for assigning responsibility. An alternative option would be for
those who believe in responsibility gaps to rework their argument and modify the condi-
tions for assigning moral responsibility so that they are more in line with intuitive
responses. There is a similar problem for authors such as Kraaijeveld and Himmelreich
(who do not believe in responsibility gaps) but who we suggest ascribe to a response-inde-
pendent view of responsibility. Here, the problem is that an argument is required as to
why these particular responses where we attribute responsibility to nonhuman agents
are wrong, and why it is appropriate to (solely) blame the humans involved, even though
we might have no inclination to do so. Last, for those who do not believe in a gap but
implicitly ascribe to a response-dependent view of responsibility (such as Tigard), this empir-
ical evidence poses the greatest threat. In light of what we have said in Sections 2 and 3,
response dependence posits that our reactive attitudes are in a way constitutive of moral
responsibility. Therefore, in order to stay consistent, these authors would need to start
taking seriously the question of whether we should be blaming robots (at least practically)
given the psychological evidence.53 However, so far in the literature no one has seriously
considered or advocated holding robots responsible.54

Nonetheless, empirical evidence does exist, so the question is: how should we address
it? There are several options to consider. One approach is to dismiss the evidence entirely,
attributing our intuitions to mere fallacies. Alternatively, we can acknowledge that we
might have retributive tendencies towards robots55 and consider the possibility that these
tendencies might lead us to mistakenly assign moral responsibility. A third option might
be to accept the evidence but offer an alternative explanation for these retributive impulses.
While engaging in this debate in more detail is beyond the scope of this article, our point
here is to underscore the important practical dimensions of what has so far been a mostly
theoretical argument. As we have shown, what is meant by ‘responsibility’ is by no means
uncontested, and whatever theoretical commitments we uncover will have tangible
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implications for our social, moral, and political relations. This enduring discussion on
responsibility, therefore, is still deserving of our attention. Significantly, taking this seri-
ously means a shift in how we philosophize about responsibility gaps. The problem, in a
way, is not somuch about the ‘gaps’ in responsibility gaps, but is rather about the ‘respon-
sibility’. Much of the dialogue in this debate surrounds the generation of potential gaps
from the development of new technologies.56 In our analysis, however, the deeper prob-
lem is and remains getting clarity on response-dependence or -independence conceptions
of responsibility.

5. Conclusion

In this article, we have provided an analysis of the recent debate on responsibility gaps,
demonstrating that the lack of progress in this debate can be attributed to underlying
issues that have long been present in responsibility theory. By offering this diagnosis, we
aim to show that understanding these persistent issues is crucial for advancing the dis-
course on responsibility gaps. By analysing noteworthy papers in the literature, we have
shown their alignment with prior discussions on responsibility. However, this does not
imply that the entire debate can be reduced in this way. For instance, Peter Königs pro-
poses a different perspective, suggesting that responsibility gap debates concern the epi-
stemic challenge of accurately determining an individual’s level of responsibility, rather
than the metaphysical absence of a responsible agent.57 We believe Königs’ approach
might hold promise as it seeks to move beyondmetaphysical disputes. Nonetheless, much
of the debate fails to engage deeply with the crucial metaphysical questions about the
nature of responsibility itself, such as the issue of response dependence versus indepen-
dence. The current discussions often get bogged down in technical details without
addressing these foundational concerns explicitly. The main result of our analysis is the
articulation of a framework for addressing this ‘new’ debate by drawing on the rich intel-
lectual history of ‘old’ concepts. By viewing the question of responsibility gaps as being
concerned with questions of metaphysical priority, we see that the problem of these gaps
lies not in any advanced technology. This is often misunderstood, particularly in the con-
text of autonomous systems, where discussions of technology frequently trigger these
debates. Instead, the issue lies in how we conceptualize responsibility. While the question
of how our social practices come to shape our conceptions of responsibility is both impor-
tant and fascinating, it is one we cannot address here, but we hope to do so in future work.
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essary for the rest of this article to delve into the details of Strawson’s argument or to go into all the interpre-
tations and attempts to reconstruct Strawson’s truthfulness regarding ‘holding responsible’ and response
dependence. For criticism of this view, see De Mesel, “Being”; De Mesel and Heyndels, “Facts.” For the rest
of the article, we remain agnostic on this point and assume that many authors find it implicit in Strawson and
that contemporary theorists of moral responsibility distinguish between response dependence and response
independence.
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“How Practices Matter”). We would like to thank a reviewer for pointing this out to us.

19 This is one of the major criticisms against response dependence; see Todd, “Strawson”; Nelkin,Making Sense;
Smith, “On Being Responsible”; Arpaly,Merit; Fischer and Ravizza, Responsibility. For a detailed analysis and
possible solution, see, among others, De Mesel and Heyndels, “Facts”; Bengtson, “Responsibility.”
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25 Gunkel, “Mind the Gap”; Coeckelbergh, “Artificial Intelligence”; Himmelreich and Köhler, “Responsible
AI”; Champagne and Tonkens, “Bridging.”

26 Authors who claim that there is no responsibility gap or that it can be solved often confuse the problem of
assigning moral responsibility with a causality problem and treat it merely as an epistemic problem that could
be solved if all the links between cause and effect were known. The problem in the case of a responsibility gap,
however, is not that we do not know who is responsible, but the problem is that no one is morally responsible,
so the lack of knowledge is not the problem here; see Lauwaert and Oimann, “Ethics.”

27 Sparrow, “Killer Robots”; Roff, “Killing in War.”
28 Sparrow, “Killer Robots,” 74.
29 Ibid., 72.
30 Ibid., 70.
31 Roff, “Killing in War,” 356.
32 We would like to highlight the suggestion of a thoughtful reviewer who alluded that ‘unfair’might already be a

marker for response-independence theorists. We tend to agree, although it is not a capacity like ‘conscious-
ness’ or ‘autonomy’, but it is certainly thicker from a normative perspective than the concepts response-
dependence theorists might use.

33 Sparrow, “Killer Robots,” 71; Roff, “Killing in War,” 357.
34 Danaher, “Robots,” 299.
35 Oimann, “Responsibility Gap,” 14.
36 Danaher, “Robots,” 300.
37 Ibid., 301.
38 Kraaijeveld, “Debunking.”
39 Ibid., 1327.
40 Ibid., 1326.
41 Himmelreich, “Responsibility,” 733.
42 Ibid., 732 (emphasis added).
43 Concerning the amending of the concept of responsibility, it is worth highlighting a recent article by

Himmelreich and Köhler (“Responsible AI,” 2) in this regard where they suggest conceptually engineering
the concept of responsibility differently and shifting the question from ‘what role does responsibility play in
reasoning’ to ‘what role should it play’, arguing that there aremany possibilities as to what the content of a given
concept could be, and that what its content ought to be is ultimately up to us humans as users of the concept.

44 Tigard, “There Is No,” 16.
45 Coeckelbergh, “Responsibility”; Coeckelbergh, “Artificial Intelligence.”
46 Coeckelbergh, “Responsibility,” 752.
47 We want to acknowledge that ‘progress’ is not a uniform concept and is difficult to measure, as one reviewer

kindly pointed out to us, but what we mean by a lack of progress in this debate is that there is still no conver-
gence onwhat responsibility gaps are, in what situations they occur, whether they aremorally problematic, and
whether they are solvable. For a recent overview of these debates and the lack of convergence in relation to
lethal autonomous weapons, see Oimann, “Responsibility Gap.”

48 McKenna, Conversation.
49 Wallace, Responsibility, 88.
50 Ibid., 1.
51 Examples include Danaher, “Robots”; Kneer and Christian, “Responsibility Gaps.”
52 Liu and Du, “Blame Attribution”; Lima et al., “Human Perceptions”; Kneer, “Can a Robot Lie?”; Kneer and

Stuart, “Playing”; Stuart and Kneer, “Guilty”; Kneer and Christian, “Responsibility Gaps”; van der Woerdt
and Haselager, “When Robots”; Voiklis et al., “Moral Judgements”; Malle et al., “Sacrifice”; Malle et al.,
“Which Robot”; Kahn et al., “People”; Kim and Hinds, “Who Should I Blame?”

53 Of course, whether a reactive attitude is fitting or not does not necessarily tell us whether it is rational from the
perspective of the agent. If I see something long and brown in the water and, thinking that it is a snake, expe-
rience fear, thenmy reaction is rational frommy perspective. Upon closer investigation, however, I might real-
ize that it is in fact just a piece of wood, and so my fear would not be fitting in this case. Thus, fittingness and
rationality of emotions can come apart, and so both can play a meaningful and important role in discussions
around the appropriateness of certain emotions with respect to robots. Thus, wemight conclude, the evidence
certainly matters, but what also matters is from what perspective we are evaluating it. We would like to thank
an anonymous reviewer for pushing us on this point and suggesting that we make clear how theories of fitting-
ness in the philosophy of emotion might come to bear on these questions.
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54 Some exceptions that do discuss or advocate for the responsibility of the system itself are: List, “Group
Agency”; Tigard, “Artificial Moral Responsibility”; Lagioia and Sartor, “AI Systems”; Simmler and
Markwalder, “Guilty Robots?”; Sullins, “When Is a Robot.”

55 Here we talk simply of physically embedded systems, such as robots, but of course other fully digital systems
might also elicit these kinds of responses. The assumption, however, is that physically embodied and embed-
ded systems will provoke a stronger response from users.

56 It should be noted that some authors also observe responsibility gaps in other areas, such as climate change or
group agency; see List, “Group Agency”; van de Poel et al., “Problem.” However, the literature on responsi-
bility gaps has increasingly focused on techno-responsibility gaps, particularly with the rise of autonomous sys-
tems being deployed. For the purpose of this article, we have chosen to focus on this specific context.

57 Königs, “Artificial Intelligence.”
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