Appendix S2: Algorithms
Simulation approach
The trajectory of the density of each species Xi is calculated depending on whether the system is defined as discrete or continuous. For a discrete system, SPADE calculates the values at the next time step via the ordered process:
Yix,y,t = Xix,y,t + f(Xx,y,t , Kx,y,t , t) 
Yix,y,t = Yix,y,t  + g(Yit , Kit , t) 
Xix,y,t+1 = Yix,y,t  - h(Yix,y,t , t)
Here Xix,y,t  describes the population of species i within cell (x,y) at time t; Xx,y represents information about each species at the given point; and Xi represents the information about the current species across the entire domain. The variable K is similarly used for the carrying capacity for each species within the domain. 
Note that in the discrete case each step is performed on the output of the preceding step (namely Y, which is used as an intermediate output). The need for this approach becomes immediately clear if we consider a case where demographic processes and dispersal processes both remove three quarters of some population size P. If both processes were calculated simultaneously the resulting population size would be -0.5P, whereas by working sequentially the loss via demographic processes is already taken into account when calculating the effect of dispersal processes.
For a continuous system, SPADE integrates the ordinary differential equation

using a fourth-order Runge-Kutta solver in deSolve. This ODE is itself a method of lines approximation of the partial differential equation

In each case, f is a function detailing the local population dynamics within species i as well as between species, e.g. births, deaths, disease transmission. In the main article, the example used is a logistic model:. The second function, g, describes dispersal between cells – for example, . The third function, h, describes harvest taken from cells – for example, h(X,K) = rX.
The functions used in the SPADE GUI are available in <package.directory>/inst/extdata/formulae.csv – user-defined functions and descriptions can be added to this table, and will be loaded with the SPADE package when it is next started up.
Optimisation approaches
Note that each of the below techniques assumes all parameters and strategies are as previously set except where set by the relevant optimisation technique (e.g. removal rate for all methods, culling mask for Spatial Budget method) though only the management strategy selected will be run. The below optimisation methods are all based on their equivalents in STAR – improved and additional methods may be included in future versions of SPADE.
Note: these optimisation techniques are currently only available for proportional removal methods.
Run Non-Spatial Budget
For five separate discrete levels of target density (see below note) calculate the cost if management is set to 99% (here and henceforth, assumed both for initial and subsequent seasons) and then for 1%.
Then, work out which target density levels stay under budget at the lowest rate (1%), and which still satisfy the budget even at the highest rate (99%).
If any of the target density values get us a 99% rate within budget, choose the smallest of these and set the rate to 99%.
On the other hand, if none of them get us under budget even with a 1% rate, then return NA to indicate that no rate solves the problem.
For the intermediate case, we can go under budget at 1% at least but cannot go under budget at 99% removal for any of the target density levels. We then repeatedly run simulations at the highest listed target density and different removal rates until we find the highest rate at which we are at or below the budget.
Note: As with STAR, the target density levels are 0.75, 0.5, 0.25, 0.1 and 0.01 animals per square kilometre. These are defined as global variables in SPADE in init.r and are stored in the variable td, so can be edited from the command line if required (as long as the levels are written in decreasing order). Future versions of SPADE may include the ability to edit these levels in the GUI.
Run Non-Spatial Density
This technique is identical to the non-spatial budget technique except that we are looking for the least effort solution – i.e. the lowest cull rate and highest target density – to find a solution at or below the relative proportional density threshold.

Run Spatial Budget
Note: This method is currently under development and may contain errors.
An initial simulation run is performed with 50% management rate and 0.5 target density. The cost-benefit map is calculated and six separate quantiles calculated from it (see below note). 
For five iterations, the following process is repeated:
1. A non-spatial budget optimiser is run with the cells for removal selected as the lowest X% of cells in the stored cost-benefit map (i.e. the most effective cells) where X% is looped over each of the quantiles. 
2. The best result of these (having the lowest overall cost-benefit score) is then rerun with all cells available for removal, and the cost-benefit map and quantiles calculated for the next step.
The algorithm assumes that during the five iterations, the model will have converged to both the most suitable level of coverage of the space, and the most suitable level of removal. As there is as of yet no convergence check, the user should take caution as to whether the model has actually converged to something sensible.
Note: As with STAR, the quantile levels are 1%, 10%, 25%, 50%, 75% and 100%. These are defined as global variables in SPADE in init.r and are stored in the variable probs as proportions (not percentages) so can be edited from the command line if required (as long as the levels are written in decreasing order). Future versions of SPADE may include the ability to edit these levels in the GUI.
Removal approaches
Summary
Removals are modelled by SPADE in three different ways: proportional, absolute and capped proportional. Proportional management (as used in the main article) involves removing a fixed proportion of the population from each cell in each timestep, while ensuring the population density in each given cell does not fall below a user-specified target density. In absolute management, the model aims to remove a certain number of individuals from the population in a timestep, removing an equal number from each cell where this does not take densities below the target. Capped proportional management again removes a fixed proportion, but in addition to the target density condition, the model also ensures that not more than a user-specified number of individuals are taken from the population in the timestep.
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Different algorithms were used for the management approaches modelled in SPADE depending on which approach was selected, and whether the simulation was continuous or discrete.
Proportional removal
Discrete
This method simply removes the selected proportion p of the population P in the cell for the given season, scaled by the cell’s culling mask value c. As per the previous section, this is only performed after the demographic and dispersal processes. In equation form:
Number removed = cpP
Note that this rate (and all cases below) is subject to hard limits on the size of the population in the cell imposed by the “minimum possible density” in the species’ Demographics sub-window, and animals will not be removed from a cell that is already below its target density as set by the relevant Management strategy.
Continuous
This method continuously removes animals at a rate that would result in removing the selected proportion p from each cell annually in an otherwise stable population, and then scales this rate by the culling mask value at each cell. 
Removing animals at a relative rate r (i.e. dP/dt = -rP) from a population initially at P0 results in an overall population of P0 exp(-r) after one year, which thus corresponds to a proportional removal p = 1 – exp(-r). Rearranging gives the formula for calculating the rate.
Removal rate = -cP log(1 – p)
As with the discrete method, that this rate is subject to hard limits on the size of the population in the cell imposed by the “minimum possible density” in the species’ Demographics sub-window. For all continuous removal methods, however, animals will continually be removed only until the cell reaches its target density as set by the relevant Management strategy (as opposed to continuing until the end of the time step, as is necessarily the case with the discrete method).
Absolute removal
Continuous
This method continuously calculates which set S of cells are removable at the given point in time (i.e. are at or above both the minimum possible density and target density), and divides up the removal of animals across the cells at a constant rate (though also taking into account the culling mask cx,y) which will overall remove a animals from the population in the given year. 
Removal rate at (x,y)= aZx,y / sum(Z) 
where Zx,y 	= cx,y if (x,y) is in S
= 0 otherwise
It is simple to confirm by summing across all cells that as long as S is not empty, this algorithm will remove animals at rate a.
Discrete
This algorithm is surprisingly complex considering the simplicity of its continuous equivalent above  – this complexity is due to simultaneously avoiding some subset of cells going below the minimum density in the time step while making sure that exactly the right number of animals is removed. The R code to calculate the numbers removed in each cell is contained in the SPADE function abs.cull.calc, but a verbal description is provided here.
1. Calculate the set of cells S which have a non-zero culling mask and are currently above both the minimum possible density ε and target density.
2. If S is non-empty, define rx,y to be exactly the rate calculated above as for continuous absolute removal to achieve an overall removal of a animals per year.
3. If removing r from each cell in S doesn’t put any cell at or below the minimum density, then use it as the removal rate and stop here. Otherwise, continue to step 4.
4. Calculate how long at a constant rate of cx,y it would take for each cell in S to reach the minimum possible density, i.e. tx.y = (Px.y – ε)/ cx,y, and then work out the order O for which each cell reaches the limit if left unchecked.
5. For each cell s in S, work out what the total removal would be for all cells reaching the limit ε up to and including s, i.e. Px.y – ε for each relevant cell (the order O is used to help calculate this).
6. For each cell s in S, assuming that s has only just reached its limit, work out what the total removal would be for all other cells not reaching the limit ε (i.e. cx,y tS where tS is the time taken for the cell s to reach its limit, and cx,y the culling mask for the relevant cell)
7. Add the two results from steps 5 and 6 together to work out the total removal at the point where each cell s reaches its limit.
8. Calculate which subset of cells L in S will reach their limits given the total removal is a for the year. If all of them will, remove Px.y – ε from all cells and stop here. Otherwise continue to step 9.
9. Work out what the total removal would be if all cells in L reached their limits with the last cell reaching it exactly (this will be less than or equal to a), and also the total removal if the next cell not already in L also reached its limit (this will be greater than a). Then calculate what proportion p of the way between the two values a is, i.e. (a-x)/(y-x) where the two calculated removals are x and y respectively.
10. Where tL is the exact time taken for all cells in L to reach their limit, and tL+1 is the exact time taken for the next cell not in L to reach its limit, calculate t = tL + p(tL+1 – tL).
11. Set the removal rate for each cell in S to be min(cx,y t, Px,y – ε)
Capped proportional removal
Continuous
This method continuously removes animals at a rate that would result in removing the selected proportion p from each cell annually in an otherwise stable population, unless that would cause the total number of removals to be greater than some absolute cap a. 
In the former case, the formula is precisely the same as for the proportional method, i.e. 
Removal rate = -cP log(1 – p). 
However, in the latter case, the proportional rate is set such that the total number of removals is exactly a. The proportion p in that rate is set according to the formula
p = 1 – exp(-a / sum(cx,y Px,y)). 
It is again simple to confirm by substituting this value of p into the above removal rate formula and summing across all cells that as long as the set of removable cells S is not empty, this algorithm will remove animals at rate a.
Discrete
As for the discrete absolute method, this method is more complex than intuitively expected at first. The R code is available in SPADE function prop.abs.cull.calc, but a verbal description is provided here.
First, we calculate the proportion that would need to be removed in all removable cells (in set S)  to reach the maximum absolute cull:
pabs = a / sum(cx,y Px,y)
as well as the proportion in each cell that can be removed before reaching the minimum density:
pε,x,y = (1 – ε/Px,y) / cx,y
If the user-given proportion p is lower than pabs then we don’t have to worry about the cap, and if it is then also lower than pε,x,y at every cell we don’t have to worry about the minimum density – in this case, we can proceed as with the discrete proportional method and remove cx,y p Px,y animals at each cell. If it is higher than pabs but still lower than pε,x,y at every cell, then we can instead remove cx,y pabs Px,y animals.
In the remaining cases where min(p, pabs) > pε,x,y for at least one cell, we first check the total population removed if we simply remove  cx,y p Px,y animals in each cell (as above) with the restriction that no cell go under  ε. If the total population removed is less than a, then we keep this as our result. Otherwise, we follow the method of steps 4-10 of the discrete absolute method but examining the order of cells pε,x,y instead of tx.y, and then once we have worked out the final proportion pfinal, we remove cx,y pfinal Px,y animals in each cell with the restriction that no cell go under  ε.
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